Today: Review session

- Review some of the main ideas from the course
- Practice problems in a timed setting
Warm Up

Suppose 33 fish are sampled from a lake. The mean of their lengths is 4.4 inches, and the standard deviation is 1.3 inches. You may assume that the 33 fish represent a random sample of all fish in the lake. Find a 90% confidence interval for the average length of all fish in the lake.

This problem is about a one-sample $t$-test.

The C.I. is $\bar{x} \pm t^*_{n-1} \cdot SE_{\bar{x}}$.

From the table, $t^*_{32} = 1.69$.

We know $SE_{\bar{x}} = \frac{s_x}{\sqrt{n}} = \frac{1.3}{\sqrt{33}} \approx 0.226$.

Our interval is

$$4.4 \pm 1.69 \cdot 0.226 = (4.018'', 4.782'').$$
About 90% of the fish in the lake have a length in the confidence interval we just found.

- True
- False

Answer: False
The 90% is about confidence intervals (capturing the true average length), not about fish (having lengths in our one C.I.)

If the level of confidence were increased from 90% to 95%, the width of the interval would increase also.

- True
- False

Answer: True
The more sure of your guess you want to be, the less precise your guess has to be.

Extreme cases: A 100% C.I. is \((-\infty, +\infty)\). A 0% C.I. is the interval with zero width \((\bar{x}, \bar{x})\).
If we took many samples, about 90% of the sample means would fall in the interval we calculated.

• True
• False

Answer: False
The 90% is about confidence intervals capturing the true average length, not about capturing the other possible sample means.

If the sample size is doubled, the width of the 90% C.I. would be cut in half.

• True
• False

Answer: False
The width would go from \(2 \times t_{n-1}^* \frac{s_x}{\sqrt{n}}\) to \(2 \times t_{n-1}^* \frac{s_x}{\sqrt{2n}} = \sqrt{2} \times t_{n-1}^* \frac{s_x}{\sqrt{n}}\).
If we took many samples, about 90% of the confidence intervals we find would contain the average length of all fish in the lake.

- True
- False

Answer: True
That’s the definition of 90% confidence intervals.
As part of a recent College Senior Survey, 685 UCSD seniors (208 men and 477 women) answered about their political views. Of the men, 84 described themselves as liberal, 82 as moderate, and 42 as conservative. Of the women, 250 described themselves as liberal, 163 as moderate, and 64 as conservative.

Do these numbers provide strong evidence of an association between gender and political views among UCSD students? Answer by carrying out an appropriate hypothesis test at significance level 0.05.

First, we get out data organized.

<table>
<thead>
<tr>
<th></th>
<th>Liberal</th>
<th>Moderate</th>
<th>Conservative</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>Men</td>
<td>84</td>
<td>82</td>
<td>42</td>
<td>208</td>
</tr>
<tr>
<td>Women</td>
<td>250</td>
<td>163</td>
<td>64</td>
<td>477</td>
</tr>
<tr>
<td>Total</td>
<td>334</td>
<td>245</td>
<td>106</td>
<td>685</td>
</tr>
</tbody>
</table>

This problem asks about an association between two categorical variables (Gender and Political affiliation), so we use a \( \chi^2 \) test.

We need to calculate the expected cell counts for all six cells. To do so, for each cell we find

\[
\frac{\text{Row sum} \cdot \text{Column sum}}{\text{Table sum}}.
\]
We get this table of expected counts:

<table>
<thead>
<tr>
<th>Liberal</th>
<th>Moderate</th>
<th>Conservative</th>
</tr>
</thead>
<tbody>
<tr>
<td>Men</td>
<td>101.4</td>
<td>74.4</td>
</tr>
<tr>
<td>Women</td>
<td>232.6</td>
<td>170.6</td>
</tr>
</tbody>
</table>

Recall that the table of observed counts is

<table>
<thead>
<tr>
<th>Liberal</th>
<th>Moderate</th>
<th>Conservative</th>
<th>Total</th>
</tr>
</thead>
<tbody>
<tr>
<td>Men</td>
<td>84</td>
<td>82</td>
<td>42</td>
</tr>
<tr>
<td>Women</td>
<td>250</td>
<td>163</td>
<td>64</td>
</tr>
<tr>
<td>Total</td>
<td>334</td>
<td>245</td>
<td>106</td>
</tr>
</tbody>
</table>

The conditions for inference are counts, independence of cell counts, and expected cell counts $\geq 5$. We might worry about independence because of volunteer bias.

\[
\chi^2 = \frac{(84 - 101.4)^2}{101.4} + \frac{(82 - 74.4)^2}{74.4} + \frac{(42 - 32.2)^2}{32.2} \\
+ \frac{(250 - 232.6)^2}{232.6} + \frac{(163 - 170.6)^2}{170.6} + \frac{(64 - 73.8)^2}{73.8}
\]

\[
\approx 9.71.
\]

We have a $3 \times 2$ table, so $df = (3 - 1) \cdot (2 - 1) = 2$. We look at the area beyond 9.71 on $\chi^2_2$. 
9.71 falls between the $p$-values of 0.01 and 0.005, so $0.005 \leq p \leq 0.01$. Since the range is $< 0.05$, we reject

$H_0$: There is no association between gender and political affiliation in favor of

$H_A$: There is an association between gender and political affiliation

Notice: You can also say “dependence” instead of “association”.
Which Test Best Fits This Scenario?

You take samples of rain water from 40 difference places in a forest, and record the pH level in each sample. You want to determine whether the average pH level of rain in the forest is below 5.6, which is considered to be the threshold for acid rain.

1. 1-sample $z$-test
2. 1-sample $t$-test
3. 2-sample $z$-test
4. 2-sample $t$-test
5. Paired $t$-test
6. $\chi^2$-test in a 1-dimensional table
7. $\chi^2$-test in a 2-dimensional table

Answer: 2. It’s a test about a mean in one population
You want to determine whether, in marriages since the year 2000, the average age of the husband exceeds the average age of the wife by at least 3 years. For 175 randomly chosen couples who were married since the year 2000, you obtain the husband’s age and the wife’s age.

1. 1-sample \(z\)-test
2. 1-sample \(t\)-test
3. 2-sample \(z\)-test
4. 2-sample \(t\)-test
5. Paired \(t\)-test
6. \(\chi^2\)-test in a 1-dimensional table
7. \(\chi^2\)-test in a 2-dimensional table

Answer: 5. It’s a test about a difference of means of two paired populations.
Which Test Best Fits This Scenario?

Out of 200 California voters surveyed, 108 support declaring war to Texas. You want to determine whether at least half of all voters supports declaring war to Texas.

1. 1-sample $z$-test
2. 1-sample $t$-test
3. 2-sample $z$-test
4. 2-sample $t$-test
5. Paired $t$-test
6. $\chi^2$-test in a 1-dimensional table
7. $\chi^2$-test in a 2-dimensional table

Answer: 1. It’s a test about proportions in one population.
Which Test Best Fits This Scenario?

You want to determine whether students at Harvard or Princeton spend more time studying. You survey 50 randomly chosen students at each university and ask them how many hours they spent studying in the last week.

1. 1-sample $z$-test
2. 1-sample $t$-test
3. 2-sample $z$-test
4. 2-sample $t$-test
5. Paired $t$-test
6. $\chi^2$-test in a 1-dimensional table
7. $\chi^2$-test in a 2-dimensional table

Answer: 4. It’s a test about the difference of means of two independent populations.

**Notice:** To turn this situation into a paired one, you could sample transfer students from one school to the other and survey their personal working time in both schools.
Which Test Best Fits This Scenario?

In a particular town, you know the number of girls in all 236 families that have exactly three children. You want to determine whether the number of girls in such families follows a binomial distribution with \( n = 3 \) and \( p = 0.5 \).

1. 1-sample \( z \)-test
2. 1-sample \( t \)-test
3. 2-sample \( z \)-test
4. 2-sample \( t \)-test
5. Paired \( t \)-test
6. \( \chi^2 \)-test in a 1-dimensional table
7. \( \chi^2 \)-test in a 2-dimensional table

Answer: 6. It’s a goodness-of-fit test.
Summary of Our Models: Discrete Models

**Geometric:** $X = Geom(p)$. $X \in \{1, 2, 3, \ldots \}$

$X$ is the number of trials needed to get the first success. Each trial has success probability $p$.

**Binomial:** $X = Binom(n, p)$. $X \in \{0, 1, 2, \ldots, n\}$

$X$ is the number of successful trials of out the number of trials. Each trial has success probability $p$.

**Poisson:** $X = Poisson(\lambda)$. $X \in \{0, 1, 2, \ldots \}$.

$X$ is the number of times an event occurs in a given times when its average rate of occurrence in that time is $\lambda$.

**Negative Binomial:** $X = NegBinom(k, p)$. $X \in \{k, k+1, k+2, \ldots \}$

$X$ is the number of trials needed to get the $k$th success. Each trial has success probability $p$. 
Summary of Our Models: Continuous Models

**Uniform:** \( X = Unif(a, b) \).

\[
f(x) = \begin{cases} \frac{1}{b-a}, & a \leq x \leq b \\ 0, & \text{otherwise} \end{cases}
\]

\( X \) is an output in a finite range for which all outcomes in the range are equally likely.

**Exponential:** \( X = Exp(\lambda) \).

\[
f(x) = \begin{cases} \lambda e^{-\lambda x}, & x \geq 0 \\ 0, & \text{otherwise} \end{cases}
\]

\( X \) represents how long we must wait for an event to occur when we know how often it occurs on average. \((\lambda > 0 \text{ is the time-based rate})\)

**Normal:** \( X = N(\mu, \sigma) \).

\[
f(x) = \frac{1}{\sigma \sqrt{2\pi}} e^{-\frac{(x-\mu)^2}{2\sigma^2}}
\]

\( X \) represents a real-world phenomenon that is influenced by many independent factors. \((\mu \text{ is the mean and } \sigma \text{ the standard deviation})\)

**Recall:** A density function satisfies two properties:

\[
f(x) \geq 0 \text{ for all values of } x \quad \int_{-\infty}^{\infty} f(x) \, dx = 1
\]
Which Model Best Fits This Situation?

The number of people that get a 5 on AP Stat Exam in a class of 20.

1. Geometric
2. Poisson
3. Binomial
4. Negative Binomial
5. Uniform
6. Exponential
7. Normal
8. \( t \)-Distribution

Answer: 3.

Discrete idea, counting the number of successes, fixed number of “trials” \((n = 20)\).
Which Model Best Fits This Situation?

The sampling distribution of the difference in the salaries of UCSD and UCLA graduates in samples of size 200.

1. Geometric
2. Poisson
3. Binomial
4. Negative Binomial
5. Uniform
6. Exponential
7. Normal
8. $t$-Distribution

Answer: 8.
It’s the sampling distribution of a difference of means $\bar{x}_1 - \bar{x}_2$ for independent samples. Here, $df = \min(200 - 1, 200 - 1) = 199.$
Suppose phone calls arrive at a call center independently of one another at a constant rate of two per minute. What is the probability that at least two calls arrive in the next minute?

This is asking about a discrete idea (number of calls) and we are given a rate. We should set \( X = \text{Poisson}(\lambda = 2) \).

We want

\[
P(X \geq 2) = 1 - P(X = 0) - P(X = 1)
\]

From my sheet of notes, I see \( P(X = k) = e^{-\lambda} \lambda^k / k! = e^{-2} 2^k / k! \), and hence

\[
P(X \geq 2) = 1 - \frac{e^{-2} 2^0}{0!} - \frac{e^{-2} 2^1}{1!} \approx 0.594
\]
The number of books that a store sells per day has a mean of 74 and a standard deviation of 11. The number of magazines that the store sells has a mean of 53 and a standard deviation of 9. Assume the number of books sold is independent of the number of magazines sold. Assume also that the numbers of books and magazines sold on different days are independent of one another.

Calculate the (approximate) probability that the number of books sold in the month of July (31 days) exceeds the number of magazines sold by at least 600.

Let $X_i$ be the number of books sold on day $i$ in July.

The number of books sold in July is $X = X_1 + X_2 + \ldots + X_{31}$.

We have

$$E(X) = E(X_1) + E(X_2) + \ldots + E(X_{31}) = 31 \cdot 74 = 2294.$$  

By independence, we have

$$Var(X) = Var(X_1) + Var(X_2) + \ldots + Var(X_{31}) = 31 \cdot 11^2 = 3751.$$
Similarly, $Y_1, \ldots, Y_{31}$ is the number of magazines sold on day $i$.

The number of magazines sold in July is $Y = Y_1 + \ldots + Y_{31}$.

$$E(Y) = E(Y_1) + \ldots + E(Y_{31}) = 31 \cdot 53 = 1643,$$

and by independence,

$$Var(Y) = Var(Y_1) + \ldots + Var(Y_{31}) = 31 \cdot 9^2 = 2511,$$

The problem wants us to compute $P(X - Y \geq 600)$, but

$$E(X - Y) = E(X) - E(Y) = 2294 - 1643 = 651,$$

and by independence,

$$Var(X - Y) = Var(X) + Var(Y) = 3751 + 2511 = 6262.$$
$X - Y$ is a sum of multiple small variations, so it is normal. Hence, writing $Z = N(0, 1)$, we have

$$P(X - Y \geq 600) = P \left( \frac{(X - Y) - 651}{\sqrt{6262}} \geq \frac{600 - 651}{\sqrt{6262}} \right)$$

$$\simeq P(Z \geq -0.644)$$

$$= P(Z \leq 0.644).$$

We get:

$$P(X - Y \geq 600) \simeq 73.89\%.$$