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The goal of this handout is to allow you to install R on a Windows-based PC and to deal 
with some of the issues that can (will) come up. 
 
1. Installing R 
 
First off, we need to install R. The install file can be found at the following location: 
http://cran.r-project.org/bin/windows/base/. 
 
There is also a link to “How do I install R when using Windows Vista?,” which will 
come in useful for those running Windows Vista. (We will return to that later.) 
 
Follow the on-screen instructions to install R into a folder. It will install the program (by 
default) in either the folder “C:\Program Files\R\” or “C:\Program Files (x86)\R\” (if you 
are using a 64-bit OS). It should also create a link on your desktop. 
 
Note: I will assume that you are running your computer under the account “User”. For the 
most part, you should be able to copy and paste the commands in this document, but you 
will need to change paths to reflect your username.  
 
 
 
2. Running R for the first time 
 
Once you double click the icon on your desktop (or load the program via the start menu), 
you should the following screen (Figure 1): 
 

 
Figure 1: First screen after opening R 

 
 

http://cran.r-project.org/bin/windows/base/
http://cran.r-project.org/bin/windows/base/rw-FAQ.html#Does-R-run-under-Windows-Vista_003f
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At this point, you can start running commands. If you have used Matlab before, you will 
find that the interface is very similar. Essentially, Matlab is to Engineers as R is to 
Statisticians. 
 
 
Let us do something simple. Make a vector of data, call it x, with entries 1, 1, 1, 2, 3, 4, 
by using the following command: 
 
> x = c(1,1,1,2,3,4) 
 
Let’s see what we just entered. Type “x” and then hit Enter and you should see: 
 
> x 
[1] 1 1 1 2 3 4 
 
Let’s get some summary statistics. Type “mean(x)” and you should see: 
 
> mean(x) 
[1] 2 
 
Type in “median(x)” and you should see: 
 
> median(x) 
[1] 1.5 
 
We can get these and more all at once via the command “summary(x)”. Typing that, we 
have: 
 
> summary(x) 
   Min. 1st Qu.  Median    Mean 3rd Qu.    Max.  
   1.00    1.00    1.50    2.00    2.75    4.00 
 
If you want to get the standard deviation, typing in “sd(x)” you should see: 
 
> sd(x) 
[1] 1.264911 
 
 
Exercises: (a) Make a vector containing {1, 1, 2, 2, 3, 3, 4} and call it vec2; 
                   (b) Compute the mean and standard deviation of vec2. 
 
 
We can visualize the summary statistics mentioned above via a boxplot by calling the 
command: 
 
> boxplot(x) 
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This yields the following graphic: 

 
  Figure 2: A boxplot of x 

 
This looks a bit plain. There must be a way to make this look a bit more interesting. If 
you are unsure of what a command does, you can pull up the built-in help feature by 
typing a ? before the command. Type “?boxplot”. 
There are many options for the command. We shall only examine two. First, notice that 
there is an argument titled “col = NULL”. That controls the color of the boxplot. We can 
make our boxplot more colorful by using the command 
 
> boxplot(x, col = 'lightblue') 
 
Note: You can save some time by using the up arrow at the command window. That will 
restore the previous command, so you can modify it without having to retype everything. 
 
Using the argument “col = 'LightBlue'” gives us the following graphic (Figure 3): 

         Figure 3: A colored boxplot of x    Figure 4: A horizontal boxplot of x 
 
There is another argument, titled “horizontal = FALSE”. Changing that to TRUE will 
present the boxplot horizontally instead of vertically. Restore the previous command via 
the up arrow and add the argument “horizontal = TRUE”. That is, type in the command  
 
> boxplot(x, col = 'lightblue', horizontal = TRUE) 
 
This will give you Figure 4 above. 
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3. Adding packages to R 
 
Most of the packages that will be used in this course come installed by default in R. Since 
R is open-source, many people write packages for R that allow one to run calculations 
without having to reinvent the wheel again and again. 
 
To install a package, make sure the window “R Console” is selected. (You can close the 
boxplot from earlier, as we have no more need for it.) At the menu bar, select the 
following: “Packages  Install Package(s)…” 
 
You will be asked to select a CRAN mirror for use in this session. Scroll down and select 
“USA (CA 2)”, as that is the UCLA server, which is closest to us. (The server “USA (CA 1)” 
is located at Berkeley, which will be fast as well, so in the end, it really does not matter too 
much.) 
 
Once you have done that, you will be allowed to choose the package you wish to 
download. Let us install the package “UsingR”. Double click it or select it and click 
“OK” at the bottom of the window. 
 
The files will download and you should see a message saying “package 'UsingR' 
successfully unpacked and MD5 sums checked”. If you are running Windows Vista, 
you will probably get the following warning: 
 
Warning message: 
In file.create(f.tg) : 
  cannot create file 'C:\PROGRA~2\R\R-210~1.2/doc/html/packages.html', 
reason 'Permission denied' 
 
Why is this? The answer is UAC, User Account Control. Basically, Windows Vista is 
trying to prevent programs from damaging your computer. In this instance, it is 
preventing the files from fully installing. You can circumvent these controls by closing R 
and then right-clicking on the icon and selecting “Run as Administrator”. Then, when 
you install packages, you will not have any error messages. 
 
Note: Whenever R installs a package, it looks to see if it needs any other packages. If so, 
it automatically installs them as well.  
 
Note: To load a library, we use the command 
 
> library(library_name) 
 
So, in our example above, we would load the package “UsingR” via the command 
 
> library(UsingR) 
 
 
 



Fall 2010      Handout on Using R             Page: 5 
Time Series Analysis  Prepared by Will Garner         Math 181E 
 

 

4. Loading Data into R from a local text file or from a website 
 
Suppose our data had headers. That is, there is a row at the top of the file which contains 
labels for each column. We want to make sure to let R know about that, so it can use that 
information to give labels to the columns of our data after it is loaded. 
 
We can load the data via the following command: 
 
> data = read.table("data.txt",header=T) 
 
 
Just to make sure that everything loaded correctly, type “data”. Doing so, you see all 
lines of the file displayed. 
 
Note: Normally, folders are listed with back slashes, not forward slashes. However, if 
you were to type in the command: 
 
> data = read.table("C:\Users\User\Documents\Math 181e\data.txt",header=T) 
 
you would get errors like: 
 
Error in file(file, "r") : cannot open the connection 
In addition: Warning messages: 
1: \U used without hex digits  
2: '\D' is an unrecognized escape in a character string  
3: '\M' is an unrecognized escape in a character string  
4: '\h' is an unrecognized escape in a character string  
5: unrecognized escapes removed from "C:\Users\User\Documents\Math 
181e\data.txt "  
6: In file(file, "r") : 
  cannot open file 'C:UsersUserDocumentsMath 181Edata.txt ': No such 
file or directory 
 
 
What if, instead, the data was already clean and was located online? We can do 
something similar, but we need to change the input slightly. We would use the command: 
 
> data_online = read.table(file=url("…url of data file…"),header=T) 
 
The only difference from the first case is that we have a “file=url()” string in there. 
You can get away without it, but it is good form to put in. 
 
 
Suppose your data is not in the form of a table already. What can you do? The command 
“scan()” comes to the rescue. It will read in each line of a text file and put each into a 
vector. This is quite useful if you have individual observations that are separated by new 
lines. 
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Consider data in the file http://www.math.ucsd.edu/~wgarner/math181e/data/sp500.txt. 
This data set has the daily returns of the S&P500 from August 30, 1979 to August 30, 
1991. (It consists of 3,035 data points.) 
 
To load this dataset into R, we use the following command 
 
> sp500 = 
scan(file=url("http://math.ucsd.edu/~wgarner/math181e/data/sp500.txt")) 
 
If you wanted to download a copy to your computer and load it from there, you could do 
following:  
 

1. Download the sp500.txt file to your desktop 
2. Change the R command directory to the directory where you downloaded the file 

with the command “setwd”, e.g. “setwd("C:/Users/User Name/Desktop/")” 
or by going to File − > Change dir and browse until you find the correct folder. 

3. Scan the data into “sp500” via the command “sp500<-scan("sp500.txt")” 
 
Note: Step 2 was optional. Instead of changing the working directory, it would be 
possible to load the data from the computer by using the full file path. Sometimes, 
though, this is complicated for some students and they have found that changing the 
working directory is easier. 
 
As a matter of principle, I would not encourage this practice since a data set might need 
to be revised later (because more data came in, for example) and you would be using an 
outdated version. 
 
 
 
5. What to do if the data has some columns with space? 
 
For example, suppose our data looks like the following: 
 
Ethnicity    Admissions Decision 
    White               Accepted 
    White               Accepted 
    White            Turned Away 
    Asian               Accepted 
    Asian               Accepted 
    Asian            Turned Away 
 Hispanic            Turned Away 
 Hispanic               Accepted 
 Hispanic               Accepted 
 Hispanic               Accepted 
 
There are two problems with this. First, the second column header has a space in it, 
which R would normally interpret as two columns. Secondly, some of the entries are 
composed of two words, which again R would normally interpret as separate columns. 
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We can still load our data, though. Since the columns are separated by a tab, we can alert 
R to this fact and it will load the data correctly. We do this with the command: 
 
> admissions = 
read.table(file=url("http://math.ucsd.edu/~wgarner/math181e/data/admiss
ions_data.txt"),header=T,sep="\t") 
 
The last argument, “sep="\t"”, tells R what to look for in terms of a separator between 
columns. By default, R looks for a space, and hence the problems we would have run 
into. 
 
You will notice that our loaded data looks like the following (but with more entries) 
 
   Ethnicity Admissions.Decision 
1      White            Accepted 
2      White            Accepted 
3      White         Turned Away 
4      Asian            Accepted 
5      Asian            Accepted 
6      Asian         Turned Away 
7   Hispanic         Turned Away 
8   Hispanic            Accepted 
9   Hispanic            Accepted 
10  Hispanic            Accepted 
 
Notice that the space in the header has been replaced with a period while the spaces in the 
data remain. 
 
Anything can be used as a separator, including commas, semicolons, and so forth. Just 
make sure that whatever is used as a separator is not also used in the data itself, or there 
will be problems. 
 
 
 
6. What to do if the data has some missing values? 
 
Suppose our data is the same as above, but we have a missing value. Namely,  
 
Ethnicity     Admissions Decision 
    White                Accepted 
    White                Accepted 
    White             Turned Away 
    Asian                Accepted 
    Asian                Accepted 
    Asian             Turned Away 
 Hispanic             Turned Away 
 Hispanic 
 Hispanic                Accepted 
 Hispanic                Accepted 
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If we try loading this data, we will get the following error: 
 
Error in scan(file, what, nmax, sep, dec, quote, skip, nlines, 
na.strings,  :  
  line 8 did not have 2 elements 
 
We can get R to load the data correctly by adding the argument “fill=T”. That is, 
 
> admissions = 
read.table(file=url("http://math.ucsd.edu/~wgarner/math181e/data/admissions_
data_blank.txt"),header=T,sep="\t",fill=T) 
 
Loading the data, we will have: 
 
   Ethnicity Admissions.Decision 
1      White            Accepted 
2      White            Accepted 
3      White         Turned Away 
4      Asian            Accepted 
5      Asian            Accepted 
6      Asian         Turned Away 
7   Hispanic         Turned Away 
8   Hispanic             
9   Hispanic            Accepted 
10  Hispanic            Accepted 
 
There is now a blank space on the eighth row. In terms of counts and analysis, R will 
treat this as missing data. 
 
 
 
7. Playing around with our data 
 
Now that the data is loaded, you can do the same things we did in Section 2. However, in 
this case, you have two columns. If you want to reference only the 
“Admissions.Decision” column, you would use the command: 
 
> admissions$Admissions.Decision 
 
If you type that, though, the output will be a bit difficult to read. You can summarize the 
data cleanly by using the command: 
 
> table(admissions$Admissions.Decision) 
 
Doing this produces an output: 
 
   Accepted Turned Away 
         55          20 
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You can make a barplot of the data (Figure 5), via the command: 
 
> barplot(table(admissions$Admissions.Decision),col="LightBlue") 

       Figure 5: A barplot of  
                admission data 

Figure 6: A colored barplot 
                of admission data  

 
If you had not used “table()” first, then R would give the following error: 
 
Error in barplot.default(admissions$Admissions.Decision) :  
  'height' must be a vector or a matrix 
 
You can make each bar a different color (See Figure 6). This can be done using a vector, 
similar to the one we started with in Section 2. Type in the following command: 
 
> barplot(table(admissions$Admissions.Decision),col=c("Blue", "Red")) 
 
Note: To copy figures to the clipboard, right click on the picture and select “Copy as 
Bitmap”. You can then paste it into your document. 
 
 
 
8. Attaching datasets 
 
As you noticed above, the commands to plot these figures got rather complicated, rather 
quickly. We can reduce some of the clutter by attaching our data, which loads the headers 
as variables which can be called more easily. We do this with the command: 
 
> attach(admissions) 
 
We can check that everything worked correctly by calling 
 
> Admissions.Decision 
 
The output will be exactly the same as if we had called 
 
> admissions$Admissions.Decision 
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So, we can use generate the above bar graph with the shorter command: 
 
> barplot(table(Admissions.Decision),col=c("Blue", "Red")) 
 
 
 
9. Running a Statistical Test 
 
Suppose we have a larger dataset, but similar to that above. Namely, we have 75 students, 
of which 25 are White, 20 are Asian, and 30 are Hispanic. We load the data as before. We 
take a look at the data in a table via the command: 
 
 
> table(admissions) 
          Admissions.Decision 
Ethnicity  Accepted Turned Away 
  Asian          15           5 
  Hispanic       23           7 
  White          17           8 
 
Now, suppose we want to test whether or not the two variables of interest, Ethnicity and 
Admissions.Decision, are independent of each other. This can be done using a chi-square 
goodness-of-fit test. We call it via: 
 
> chisq.test(table(admissions)) 
 
        Pearson's Chi-squared test 
 
data:  table(admissions)  
X-squared = 0.5625, df = 2, p-value = 0.7548 
 
 
There is a fair amount of theory of how the chi-square value of 0.5625 is computed, as 
well as the associated degrees of freedom and the p-value. 
 
Our present concern is the p-value, though. The p-value represents the probability that we 
would observe what we saw or something more extreme, assuming that the null 
hypothesis (in this case, independence between the two variables) is true. 
 
With a p-value this large, we do not have any evidence to reject the null hypothesis. 
 
Now, consider an edited dataset, where the number of Hispanic admissions has been 
greatly reduced. Loading the data and generating a table, we have: 
 
> admissions2 = 
read.table(file=url("http://math.ucsd.edu/~wgarner/math181e/data/admiss
ions_data2.txt"),header=T,sep="\t") 
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> table(admissions2) 
          Admissions.Decision 
Ethnicity  Accepted Turned Away 
  Asian          15           5 
  Hispanic       10          20 
  White          17           8 
 
Looking at the data, we suspect that the admissions decisions might not be independent 
of ethnicity. (That is, it would seem that too many Hispanic applicants were turned 
away.) But do we have statistical evidence of this? We run another chi-square test. 
 
        Pearson's Chi-squared test 
 
data:  table(admissions2)  
X-squared = 10.6466, df = 2, p-value = 0.004877 
 
Indeed, we see that the probability of observing what we saw or something more extreme 
is less than 0.005, which is highly unlikely to happen by random chance if in fact the null 
hypothesis is true. 
 
Notice that above we did not make any assumptions on the distribution from which the 
data came from. Rather, we tested whether or not the values in the observed table are 
“close” to those of the expected values in a table for which the null hypothesis of 
independence is true. This is an example of a distribution-free (or non-parametric) test. 
 
 
 
10. Some time series examples 
 
We begin by creating a vector of 50 i.i.d. standard normal data via the command 
“rnorm(50)” and save it to the variable “x”. 
 
This can also be done via the command 
 
> x = rnorm(50,0,1) 
 
Here, 50 represents the number of data to generate, 0 is the mean and 1 is the standard 
deviation.) 
 
As we shall see, “x” is an example of a discrete time series, albeit a very trivial one.  
 
Knowing that the time series {Xi} (i = 1, . . . , 50) is really just i.i.d. data, what is the best 
predictor of X51? 
 
We shall create a time series plot of the data with the command “ts.plot(x)”. To get 
see a plot of the autocorrelation function, we use the command “acf(x)”. These plots 
appear below in Figure 7 and Figure 8, respectively. 
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        Figure 7: Time Series Plot of x                      Figure 8: ACF Plot of x 

 
 
What is the autocorrelation at the lag 0? To see the acf numbers (corresponding to the 
plot), type the command “acf(x)$acf”. 
 
Sometimes a plot of the partial-autocovariance function (pacf) can be useful (do not 
worry if you do not know what the pacf is at this point), simply type the command 
“pacf(x)”. 
 
 
We are not limited to generating random normal variables. The command 
“rbinom(N,n,p)” generates N data from a Binomial(n, p) distribution. 
 
The command “rexp(N,l)” generates N data from an exponential distribution with rate 
l. 
 
The command “runif(N,min,max)” generates N data from a Uniform(min, max) 
distribution. 
 
This list is by no means exhaustive. There are many other distributions built into R. Type 
the command “?rbinom” and scroll through the help file to look for other commands that 
begin with “r…” (which stands for random). 
 
 
Let us simulate a time series of length 100 from the AR(1) process Xt = 0.5Xt−1 + Zt 
where Zt ~ i.i.d. N(0, 1). We create the process and store it to the variable “y” via the 
command 
 
> y = arima.sim(n= 100, list(ar = c(0.5))) 
 
Again, we can consider a time series plot of the data with the command “ts.plot(y)” 
(Figure 9). We can compute the pacf of “y” as well (Figure 10). 
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           Figure 9: Time Series Plot of y           Figure 10: PACF Plot of y 

 
 
Exercises: (a) create 100 iid uniform(0,1) stored into variable “uni”; 
                  (b) create a time series plot, acf plot, and pacf plot of “uni” (to prevent R from 
                       overwriting your previous plots, use the command “windows()”) 
                  (c) compute the acf at lag 2 for “uni”;  
                  (d) generate 1000 data from the AR(1) process above and store it as “ar”; 
                  (e) plot the pacf of “ar” 
                  (f) create a time series plot of the “sp500” dataset from section 4 above. 
                  (g) create a time series plot of each day’s price difference of the “sp500”  
                       dataset from section 4 above via the command “ts.plot(diff(sp500))” 
                  (h) fit an AR model to the differenced “sp500” dataset from section 4 above  
                       via the command “ar(diff(sp500))”. What is the order of this model? 
 
 
 
11. Final words 
 
R, as with most computer programs, will take some time to get used to. Between the help 
manual and Google, you should be able to find help for every command that we will use 
in the class. Good luck. 


